
1 Calculating Eigenvalues using Matrix-Vector
Multiplication

1.1 Theory

We assume matrices represented row-major, thus if A is a pointer to a n × n
matrix M then:

Mij = A[i ∗ n+ j]

An Eigenvalue λ and an Eigenvector vλ of a matrix M are defined by:

Mvλ = λvlambda

To simplify things a bit, assume M symmetric (Mij = Mji). From the spec-
tral theorem we know that there exists an orthonormal basis of Eigenvectors
{ei}1≤i≤n for Eigenvalues {λi}1≤i≤n with λi ∈ R.

Mei = λiei

An arbitrary vector v can be written as

v =

n∑
i=1

αiei

with some scalars αi ∈ R. This yields

Mv = M

n∑
i=1

αiei =

n∑
i=1

αiMei =

n∑
i=1

αiλiei

and by induction

Mkv = Mk
n∑
i=1

αiei =

n∑
i=1

αiM
kei =

n∑
i=1

αiλ
k
i ei

We assume that there is one distinct largest Eigenvector λl. This means |λl| >
|λi| for all i 6= l. Further, we assume αl 6= 0 which is quite plausible as v was
chosen arbitrarily. We define

vk = Mkv

want to calculate

|vk| = |
n∑
i=1

αiλ
k
i ei| =

n∑
i=1

|αiλki |

Since αl 6= 0 and λl > λi for all i 6= l we have

|vk| ≈ |αlλkl |

Now consider

ṽk =
vk
|vk|
≈
∑n
i=1 αiλ

k
i ei

|αlλkl |
=

n∑
i=1

αi
|αl|

( λi
|λl|

)k
ei
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But we know that λl > λi for all i 6= l thus( λi
|λl|

)k
≈ 0

for large k. This yields

ṽk ≈
λl
|λl|

el = ±el

and thus an eigenvector of M . Thus clearly

|λl| ≈ |Mṽk| for k ≫ 1

1.2 Generalization

In the last section we assumed M symmetric. This is in fact not necessary. We
know that over C every matrix has an eigenvalue. Using the Jordan normal form
of the matrix M the above calculations can also be done. The difference is that
the eigenvalue will be complex-valued and naively only its absolute square can
be calculated. The algorithm can however be adopted to also calculate the exact
λ ∈ C with some loss in numerical stability. Also the assumption that there is
a single distinct largest eigenvalue is in fact not needed.

Clearly, when considering
lim
k→∞

ṽk

it can be shown that above approximation really converges towards an eigenva-
lue.

1.3 Numerical Mathematics

The above considerations provide us with a numerical method, to calculate the
absolute value of the largest eigenvector. All that is needed is to iteratively
calculate

vk = Mvk−1

using matrix vector multiplication1 starting with an arbitrary vector v. Howe-
ver, calculating vk first for large k and then calculating ṽk poses a numerical
problem. The entries in the vector vk will soon rise to infinity, especially for
large eigenvalues. Thus in numerics the following method is used:

• 1. Take an arbitrary vector v

• 2. Define a number of desired iterations r

• 3. Calulate ṽ0 = v
|v|

• 4. Set k = 1

• 5. Calculate vk = Mṽk−1

• 6. Calculate ṽk = vk
|vk|

• 7. if k < r increment k and continue with point 3

• 8. Calculate |λ| = |Mṽk|
1Matrix Vector Multiplication is defined as (Mv)i =

∑
Mijvj
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1.4 Exercise & Implementation

• a) The algorithm shall be implemented for GPUs using OpenCL in single
precision. As parameters assume 128 < n < 4096 and 10 < r < 1000.
As the entries of the vector v are reused quite often they shall be cached
explicitly in shared memory.

• b) Think of a way how the result can be verified! (See Section 1.5) Check
whether you algorithm works. Test with small n first!

• c) Try the algorithm using the same matrix M and start vector v but
different r. Does the result improve when increasing r.

• *d) Read the next section and try to implement at least one optimization-

1.5 Future Optimizations

Naturally, many optimizations can be done for the above algorithm, and in the
end also a verification is needed. This section will just give a list of ideas and
suggestions.

• Verification Only the absolute value of an eigenvalue was calculated. How
can the algorithm be verified? Consider that Mṽk ≈ |λ|ṽk and thus Mṽk ≈
±λṽk. Calculate the residual |Mṽk ∓ |λ|ṽk.

• Nomalization Dividing by the norm in each step is not desirable. If λ is
not unbelievably big, the division step (Nr. 6) can be skipped and only be
done one in ten times for example.

• Dynamic Break Condition It is unclear whether the algorithm has already
converged against an eigenvector or not. How can this be determined at
runtime. Hint: Consider |ṽk ∓ ṽk−1|

• Double Precision For large matrices single precision might be insufficient.
Try whether double precision helps.

• Mixed Precision Consider the algorithm again. It is possible to do the
first steps in single precision and only in the end, the last steps in double
precision. Explain why this helps? Find good r1 and r2 where r1 is the
number of single precision iterations and r2 the number of double precision
iterations.
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